Thin-client Model

“The thin-client model is an alternative to the traditional approach of expensive workstations. Under a traditional (fat-client) model, applications run on the individual workstations...Under a thin-client model, the applications run on a network server and the local clients (workstations) are used only to provide a keyboard, mouse and display! What makes a computer obsolete is low memory (RAM), low processor speed and low hard disk space. Thin clients have no hard disks, their processing speed & RAM are irrelevant.

One of the biggest problems schools have is that of software maintenance because kids sometimes ‘mess’ up the computers. Most school technology coordinators spend the majority of their time just providing software maintenance support. But with these dumb terminals, there is literally nothing students can do to them!!

Only the network server needs to be upgraded to cope with increasing performance demands of both new software and a greater number of users. If you've ever had to deal with the problems and costs of keeping your desktop systems hardware up-to-date so that you can run the latest software, you can see the potential benefits of only needing to update one PC and observe the effects on all the others!

Thin-client systems are also generally more secure and reliable than their fat-client counterparts. This is a desirable side-effect of their centralised nature and helps to greatly reduce the cost and time required to keep intruders out.

We want to help schools access technology but keep their costs down. Schools can now connect to the Internet using very old machines that would have never have the capacity to access the Internet otherwise. Thin-client technology brings back to life old computers which the schools had labeled obsolete.”

--- Daniel Kakinda, Executive Director of SchoolNet Uganda, 

posted at http://www.tacticaltech.org/africasource

How do thin clients work?

Thin clients do not have hard drives, so how do they get the information they need to work like computers that do? The answer is by using the information provided by the server, which delivers its instructions over the network. Most things that happen on the client are sourced from the server. The client only loads two things into its memory: the kernel, or the core part of the operating system, and the X session, or the graphical user interface (abbreviated GUI) that allows users to point and click on things, and open programs in windows. Everything else, including the personal data and files that are created and saved, is stored in the server. 

Key in this whole process is booting. For clients to work, they must have either a boot disk in the floppy drive or an ‘eeprom’ (a piece of read-only memory) on the network card that lets the client do the only thing it must do independently: start (or initialize, as it’s called) the network card inside it. Once the card is initialized, it begins to identify itself to the server through what’s called a MAC address, a set of numbers and letters unique to each network card. Once the server recognizes the client, the server tells the client where to get the kernel and the rest of the operating system that will power it. The client begins to load the relevant data, and with the help of the server, figures out what it needs to make the mouse, keyboard and monitor work, and where to look for data and applications.
